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! Modern CNNs are complex, encompassing millions of parameters and MACs.
! Deployment exerts computational, storage, and energy demands, esp. on embedded platforms. 
! Existing approaches to prune or sparsifyCNNs require retraining to maintain inference accuracy.
! Such retraining is not feasible in some contexts, particularly in industrial contexts.
! We address this by exploring the sparsification of CNNs by proposing three model-independent

methods: 1) No Retrainingis required for our method and it can be done 2) on-the-fly.

Sparsity in CNNs

Source of Sparsity
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1. Regularizations in CNNs tend to center weights around 0 (Figures above for Inception-v3)
2. Input data and the weights within convlayers may be sparse.
! We focus on the first source of sparsity that can be determined a priori.
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(A) Model Sparsity vs. Top-5 Accuracy (ImageNet dataset)

Proposed Approach
! The input is a CNN that has L layers. The weights of each layer l are denoted by ! l.

! We sparsify these weights using a weight magnitude-based sparsification function, S, which takes 
as input ! l and a threshold "l from a vector of thresholds T. Each weight i of ! l is modified by Sas 
follows:

! The choice of the values of the elements of the vector T defines a sparsification method (Figure 
right bellow): 1) Flat 2) Triangular 3) Relative

NeurIPS 2018

Sparsification Method (1): The Flat Method

This method defines a constant threshold " for all layers, irrespective of the distribution of their
corresponding weights.
! The weights of the layers are profiled to determine the span σmin corresponds to the layer k

having the smallest range of weights within the pretrained model -> Act as an upper-bound:

! We use a fraction of we use a fraction δ, 0 ≤ δ ≤ 1, of the span to avoid over sparsifying the
smallest layers:

Sparsification Method (2): The Triangular Method

! It is inspired by the size variation of layers in state-of-the-art CNNs: early Conv layers have a
smaller number of parameters than in later layers, i.e., final Convand FC layers.

! It mimics an isosceles shape to define the smallest threshold for the first layers τmin and
gradually increases to it highest threshold τmax. These two values are defined as :

! Threshold of the remaining layers l , 1 ≤ l ≤ L, are defined by their position in the network:

Experimental Results

(B) Fine-tuning and Sensitivity Analysis
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Sparsification Method (3): The Relative Method

State-of-the-art CNNs, such as Inception and ResNet no longer exhibit a linear expansion in the
design of their layers’ parameters. They rather exhibit a complex structure in groups of smaller
layers. -> Relative method is an intuitive approach to sparsify this group of CNNs based on the
distribution of the weights of that layers. The threshold τl is the δl

th percentile (0 ≤ δl ≤ 1) of the
weights in layer l . Thus, each element of vector T(l) = τl is defined as:

20% 30% 40% 50% 60% 70% 80%

Model Sparsity

-30%

-25%

-20%

-15%

-10%

-5%

0%

T
o

p
-5

 A
c

c
u

ra
c

y
 L

o
s

s

Inception-v3 Sparsification
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Mobilenet-v1 Sparsification
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Resnet Sparsification
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VGG Sparsification
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Alexnet Sparsification
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Here, we explore fine-tuning of AlexNet to see how
much more sparsity we gain with no further loss of
accuracy. However, this process cannot be done on-the-
fly and is only done to showcase the effectiveness of our
on-the-fly sparsification methods.
! We focus on relative method with the baseline

sparsity of 70%.
! We apply a sensitivity analysis to see how much

more sparsity we gain by dynamically sparsifying
certain layers, yet maintain the same accuracy.

! The final fine-tuning gain 8% for AlexNet, and 4%,
3%, 2%, and 5% for Inception-v3, mobilenet-v1,
ResNet, and VGG, respectively.

(C) Quantized Models
There are two main driving motivations behind using a quantized model:
1. Using an 8-bit integer, rather than a 32-bit floating point, drastically shrinks the size of the model.
2. It reduces the computational needs for inference, especially important for mobile platforms.
! We reproduce the sparsifed result with a quantized version of the models and we ensure that

floating-point zeros always translate to the quantized value 128.
! We do so by adjusting the range of the weights (only in quantized versions), so that the range is

symmetric around 0, ensuring that 0 maps to 128. Figure bellow represents the FC layer of
Inception-v3 after quantization and that shows the original distribution are similar to the one
showed in the first figure before sparsification.


